Effects of simultaneously presented visual information on adults’ and infants’ auditory statistical learning

Erik D. Thiessen
Department of Psychology
Carnegie Mellon University
5000 Forbes Ave, Pittsburgh PA 15213

Abstract
Infant and adult learners are able to identify word boundaries in fluent speech using statistical information. Similarly, learners are able to use statistical information to identify word-object associations. Successful language learning requires both feats. In this series of experiments, we presented adults and infants with audio-visual input from which it was possible to identify both word boundaries and word-object relations. Adult learners were able to identify both kinds of statistical relations from the same input. Moreover, their learning was actually facilitated by the presence of two simultaneously present relations. Eight-month-old infants, however, do not appear to benefit from the presence of regular relations between words and object. Adults, like 8-month-olds, did not benefit from regular audio-visual correspondences when they were tested with tones, rather than linguistic input. These differences in learning outcomes across age and input suggest that both developmental and stimulus-based constraints affect statistical learning.

Keywords: statistical learning, cross-modal stimuli, development of cross-modal integration

Introduction
Learners are able to identify many different kinds of statistical regularities from linguistic input, including phonological and syntactic patterns (e.g., Chambers, Onishi, & Fisher, 2003; Mintz, 2002; Thiessen & Saffran, 2003). Despite the power of statistical learning, though, there is little doubt that human learners are constrained. Learners do not identify all kinds of statistical patterns equally well (e.g., Newport & Aslin, 2004; Peperkamp, le Calvez, Nadal, & Dupoux, 2006; Redford, 2008; Saffran & Thiessen, 2003). However, most of the research into constraints on human learning has focused on how learners do when presented with a single learning task. This is insufficient for a complete understanding of statistical learning for two reasons. First, language frequently presents learners with multiple problems simultaneously. For example, when exposed to a novel word form in fluent speech, learners have the opportunity to both learn the word form, and to learn the referent of the word. Second, constraints on learning may be especially important when the input is complex enough to support multiple learning problems (e.g., Fiser & Aslin, 2002; Pinker, 1984).

Consider the interaction between the statistical information useful for segmenting words from fluent speech (e.g., Saffran, Aslin, & Newport, 1996), and identifying referents for words (e.g., Smith & Yu, 2008). Taken in isolation, both word segmentation (e.g., Thiessen, Hill, & Saffran, 2005; Toro, Sinnnett, & Soto-Faraco, 2005) and referential learning are constrained (Golinkoff, Shuff-Bailey, Olguin, & Ruan, 1995; Landau, Smith, & Jones, 1988; Markman, 1990; Markman & Wachtel, 1988). It is also clear that these learning processes interact. Learners who are previously familiar with a word form map it more easily to a novel referent (e.g., Graf Estes, Evans, Alibali, and Saffran, 2007; Storkel et al., 2001). Conversely, children map familiar objects to novel labels more easily than unfamiliar objects (e.g., Hall, 1991). Because these learning tasks interact, different constraints may operate when learners are presented with both problems simultaneously. If the interaction between the problems is unconstrained, the additional complexity when they are presented together may hinder learning (Fiser & Aslin, 2002; Pinker, 1984). Alternatively, learning may be constrained in such a way that the learning occurs sequentially, with one problem privileged and learned first. It is even possible that learning, if appropriately constrained, could be facilitated by the simultaneous presentation of multiple regularities. This could be the case if learning of one regularity reinforces the other.

To explore these possibilities, it is critical to present learners with the opportunity to identify simultaneous regularities. This set of experiments did so by building on prior research demonstrating that learners benefit from the embedding of audio input in a visual context (e.g., Hollich, Newman & Jusczyk, 2005). Appropriate visual information helps learners determine whether speakers are producing one language or multiple languages (Soto-Faraco et al., 2007). Similarly, the presence of a video improves adults’ ability to identify word boundaries in fluent speech (Sell & Kaschak, under review). In all of these tasks, however, the auditory learning task is the only task, and vision facilitates that task. The current experiments differ by presenting learners with two problems simultaneously: word segmentation, and discovery of word-object relations. This better simulates the richness of language, where any single utterance may provide information about many different aspects of language (e.g., Saffran & Wilson, 2001).

Experiment 1
All learners in this experiment were presented with words embedded in fluent speech. As in previous statistical learning experiments (e.g., Saffran et al., 1996), these words could be segmented via use of transitional probabilities that were high within words, and low at word boundaries. A subset of the participants in this experiment (in the no-video condition) were presented solely with fluent speech. The only learning task this group faced was identifying word boundaries.

A second group of participants (in the regular-video condition) saw objects synchronized to the onset and offset of the words in the fluent speech. Each word in the fluent speech was consistently paired with a unique object. As such, this group of participants was presented with two potential statistical regularities to learn: word boundaries, and the relations between particular words and objects.

A third group of participants (in the irregular-video condition) also saw shapes synchronized to words in fluent speech, but these participants saw objects that were not consistently associated with the words. This condition serves as a control to make sure that performance in the regular-video condition is not affected by some aspect of the visual stimuli other than the regular relation between words and shapes.

**Method**

**Participants**

Participants were 60 undergraduates at Carnegie Mellon University. Twenty participants apiece were randomly assigned to one of three stimulus conditions: no-video, irregular-video, or regular-video.

**Stimuli**

**Audio Stimuli**

All participants were exposed to a stream of synthesized speech used in Saffran et al.’s (1996) experiments. This artificial language contained four words: padoti, bidaku, tupiro, and golabu. The transitional probabilities between syllables within a word were 1.0, and the transitional probabilities between syllables across word boundaries were .33. Two words (bidaku and tupiro) and two part-words (rigola and hupado) were used as test items. Unlike words, part-word test items contained a transition between syllables with low transitional probability.

**Visual Stimuli**

In the no-video condition, participants saw a static checkerboard image for the duration of their exposure to the synthesized speech.

Participants in the regular-video and irregular-video condition saw looming shapes synchronized with the word boundaries. Shapes appeared at the same instant the word began to play, and remained onscreen for the duration of the word. At the beginning of a word, each shape occupied roughly 1/16th of the screen. Over the course of the presentation of the word, the shape increased in size until it filled the screen.

In the regular-video condition, each word was paired with a particular object (padoti: white cross; bidaku: green diamond; tupiro: purple heart; golabu: yellow hexagon). In the irregular-video condition, words and shapes co-occurred with no consistent pattern. Procedure

In all three conditions, participants sat in front of a portable DVD player with a 10” screen wearing airline-pilot style headphones. Participants were simply informed that after watching the video, they would answer a series of questions about what they saw and heard.

**Segmentation Test**

There were 16 two alternative forced choice questions in the segmentation test. For each question, participants heard a word and a part word (in counterbalanced order), separated by one second of silence. They were asked to circle the item that sounded more like the speech they heard (for discussion of this procedure, see Saffran et al., 1997).

**Word-Shape Correspondence test**

After completion of the 16 segmentation test items, participants in only the regular-video condition were informed that they would now answer an additional series of 16 questions. These questions assessed whether participants learned that particular words corresponded to shapes. For each question, participants heard one of the four words from the synthesized speech. They then saw a sequence of four shapes on the screen, looming with the same animation as during the initial exposure. They were asked to circle which of the four shapes went with the word.

**Results**

A one-way ANOVA was performed on participants’ scores on the word-division test as a function of condition. There was a significant effect of condition, $F(2,57) = 5.4, p < .01$. Participants performed best in the regular-video condition ($M = 12.0, SE = 0.5$), and less well in the irregular-video ($M = 9.9, SE = 0.5$) and no-video condition ($M = 8.9, SE = 0.5$). Scores in all three condition differed from chance (all condition: binomial $p < .05$). To follow up the effect of condition indicated by the ANOVA, planned t-tests were performed. Here and elsewhere, all t-tests reported are two-tailed. There was no significant difference between participants’ performance in the no-video and in the irregular-video condition: $t(38) = 1.1, p = .30$. However, participants in the regular condition scored significantly better than participants in either of the other two conditions (regular-vs. no-video: $t(38) = 3.4, p < .01$; regular- vs. irregular-video: $t(38) = 2.2, p < .05$).

Participants in the regular-video condition also learned word-object relations. On average, participants scored 8.8 (out of 16; chance = 4) correct on the correspondence test ($SE = 0.8$), which was significantly above chance, binomial $p < .01$. Further, as illustrated by Figure 2, the correlation between the two tests was positive, $r = .64$, and significant, $p < .01$. Higher scores on one test were associated with higher scores on the other. Results from the segmentation and correspondence test converge to indicate that the presence of regular word-object relations facilitated learning.

**Experiment 2**
Prior experiments have demonstrated that infants are able to segment words from fluent speech via transitional probabilities (e.g., Saffran et al., 1996), and identify relations between words and shapes (e.g., Thiessen, 2007), but no experiments have assessed both simultaneously. Because infants are the primary learners of language, their performance is both theoretically and pragmatically important. For example, given the capacity limitations of infants, it is plausible to hypothesize that they would fail to integrate audio and visual information as effectively as adults. If so, they may not benefit from the audio-visual corresponded in the regular-video condition.

Method

Participants

Participants in this experiment were 60 infants between the ages of 7.5 and 9 months (M = 8.26). Infants were randomly assigned to one of three groups: no-video, regular-video, and irregular-video. In order to obtain data from 60 infants, it was necessary to test 66. The additional six infants were excluded for the following reasons: fussing or crying (3), parental interference (2), and experimenter error (1). According to parental report, all infants were full term, and free of ear infections at the time of testing.

Procedure

This experiment used a slightly modified version of the HPP, presenting the visual stimuli on a central monitor rather than from the side of the room. Preferential looking experiments with a central monitor are commonly and successfully used with infants (e.g., Fernald, 1985). Infant participants were seated on their parents’ lap in a sound-isolated room, approximately one foot away from a 30” monitor. There were two speakers adjacent to the monitor and a camera mounted above it. The parents wore noise-canceling headphones to eliminate bias. An experimenter outside the room watched the infant over a closed-circuit monitor to initiate test trials and code the direction of the infants’ gaze.

There were two phases to this experiment: the segmentation phase, and the test phase. During the segmentation phase, infants heard the synthesized speech from speakers adjacent to the monitor, while the monitor displayed the visual stimuli appropriate to the infants’ condition.

The test phase used the same two words and two part-words as the adult test. Each item was repeated 3 times, for a total of 12 trials. Before each trial, an attention-getter (a brightly colored Winnie the Pooh video, coupled with an excited exclamation) attracted infants’ gaze to the monitor. Once the infant oriented to the monitor, the experimenter initiated the test trial. Each trial consisted of a repetition of a single word (or part-word), with a pause of 1 second between repetitions. For as long as infants’ gazed at the monitor, the test item continued to repeat. When infants looked away from the monitor for two continuous seconds, the test trial ended.

Stimuli

The stimuli during the segmentation phase were presented for 50 seconds and were identical to the audio and video presentations used in Experiment 1. This exposure is half of the length in Experiment 1; pilot testing indicated that 100 seconds yielded an unacceptably high fuss-out rate. The test items were also identical to Experiment 1. During test phase, words and part-words were paired with an orange bar rotating like a propeller (it completed one revolution every three seconds). Pilot testing indicated that infants were far more likely to maintain their interest in the experiment if the monitor displayed a moving object rather than a static image. Both the color and the shape of the bar were novel with respect to the segmentation phase of the experiment, and the motion was unlike the looming animation infants saw during the segmentation phase.

Results

Infants in the no-video condition looked at word trials for 12.4 sec (SE = 1.0), and at part-word trials for 11.8 sec (SE = 0.9). This difference in looking trials between words and part-words was not significant, t(19) = 1.1, p = .28. Infants in the regular-video condition looked at word test trials for 9.7 sec (SE = 0.7), and at part-word test trials for 11.7 sec (SE = 0.8). This difference was significant, t(19) = 3.7, p < .05. Infants in the irregular-video condition showed the same pattern, looking at words (M = 9.9, SE = 1.2) less than part-words (M = 11.6, SE = 1.1). The difference in looking time to words and part-words was also significant for infants in this group: t(19) = 2.5, p < .05. Unlike infants in the no-video condition, infants in both the regular- and irregular-video condition listened longer to part-words than to words. This indicates that they had learned enough about the identity of words to distinguish them from part-words.

Infants appeared to perform better in the regular-video condition than in the no-video condition, as infants in the no-video condition failed to respond differentially to word and part-word trials. However, infants’ performance in the regular- and irregular-video conditions was not significantly different, as indicated by a 2 (condition) x 2 (test item) ANOVA. As expected, since infants in both groups showed a preference for part-words, there was a main effect of test item: F(1, 38) = 12.6, p < .01. There was no main effect of condition: F(1, 38) < 1. There was also no interaction between test item and condition: F(1, 38) < 1. That is, infants’ preference for part-words in the irregular-video condition was statistically equivalent to infants’ preference in the regular-video condition. These analyses indicate that while infants may benefit from the presence of looming shapes synchronized with word boundaries (present in both video conditions), they do not gain an added advantage from the regular relations between words and shapes present in the regular-video condition. These results present two compelling questions, discussed separately below.

Why do infants fail to distinguish between words and part-words in the no-video condition, when they can do so in the regular- and irregular-video condition?
One possible explanation is that infants in the regular- and irregular-video conditions received some benefit not present in the no-video condition. The looming shapes may have facilitated learning by maintaining infants’ attention (e.g., Frick & Richards, 2001; Thiessen et al., 2005). Another possible benefit that infants may have received in both the regular- and irregular-video condition is the synchronization between the appearance of the shapes and word boundaries. For young infants, synchronization is one of the most important factors that enable identifying links between audio and visual events (e.g., Bahrick, Flom, & Lickliter, 2002; Gogate & Bahrick, 1998; Lewcowicz, 1986; 2003). Infants may have relied upon synchronization as a cue to word boundaries, a cue that was equally available in both the regular- and irregular-video conditions.

Why do infants, unlike adults, fail to benefit from the regular relations between words and shapes available in the regular-video condition?

The fact that infants’ performance in the irregular-video condition is equivalent to their performance in the regular-video condition suggests that infants failed to detect the relations between words and shapes present in the regular-video condition. This suggestion is consistent with a variety of converging evidence indicating that infants at this age are relatively insensitive to relations between words and objects in the visual world. Eight-month-old infants have a small vocabulary (e.g., Fenson et al., 2002). In controlled word-learning experiments, infants typically fail to acquire names for novel objects until around a year of age (Werker, Cohen, Lloyd, Casasola, & Stager, 1998). If infants cannot detect the relation between words and objects in the regular-video condition, they cannot benefit from any facilitation that identifying the relation provides to adult learners.

Experiment 3

There are at least two (not mutually exclusive) factors that can explain why infants in Experiment 2 failed to benefit from the regular audio-visual pairing, unlike adults in Experiment 1. One is that adults’ ability to take advantage of the regular-video condition is due to the fact that they are faster, more efficient information processors than infants (e.g., Pelphrey & Reznick, 2003). To detect a relation between words and shapes, learners must process the identity of the shape (and the word) in a brief time. There are several experimental results suggesting that young infants are less successful in processing multiple sources of information than older infants and adults (e.g., Stager & Werker, 1997). A second potential factor is that the difference between 8-month-olds and older learners is due to differences in their prior linguistic experience. Adults are well aware that one of the primary functions of words is to refer to features of the visual world such as shape. Eight-month-olds may not yet expect to discover relations between words and shapes (cf. Werker et al., 1998). Infants may fail to detect the regular relations in the input because they do not expect them.

Both factors converge to suggest that older infants should be more successful in identifying and benefiting from regular word-object associations. Thus, in Experiment 3, we presented 20-month-old infants with the same stimuli used in Experiment 2. These children have a year of additional word-learning experience, and more advanced cognitive processing abilities. Should infants of this age fail to benefit from the regular-video condition, it may suggest that the infant paradigm is simply insensitive to infants’ abilities to benefit from word-object relations. However, should infants benefit from regular word-object relations in Experiment 3, it will indicate important developmental differences in infants’ abilities to integrate audio and visual information in a statistical learning task.

Method

Participants
Participants were 45 infants between the ages of 19.5 and 20.5 months ($M = 20.12$). Infants were randomly assigned to one of three groups: no-video, regular-video, and irregular-video. To obtain data from 45 infants, it was necessary to test 63. The additional 18 infants were excluded for the following reasons: fussing or crying (16), test trial looking times averaging less than 3 seconds (1), or parental interference (1). According to parental report, all infants were full term, and free of ear infections at the time of testing.

Stimuli
The stimuli were identical to those in Experiment 2.

Procedure
The procedure was identical to that of Experiment 2.

Results

Infants in the no-video condition looked at word trials for 8.3 sec ($SE = 0.6$), and at part-word trials for 8.2 sec ($SE = 0.5$). This difference in looking trials between words and part-words was not significant, $t(14) < 1$. Like the younger infants in Experiment 2, 20-month-olds in the no-video condition failed to distinguish between words and part-words, showing no evidence of learning. At neither age should this be taken as evidence that infants are unable to learn from audio stimuli alone – prior experiments clearly demonstrate that infants are able to do so (e.g., Saffran et al., 1996). Infants’ failure in the current experiments is due to the fact that the stimuli are presented much more briefly than in prior experiments. While infants can learn from stimuli presented for this duration, they may only do so for natural – as opposed to synthesized – speech (e.g., Thiessen et al., 2005).

Infants in the irregular-video condition also showed no significant preference, looking equivalently long at word trials ($M = 9.6, SE = 0.7$) and part-word trials ($M = 9.1, SE = 0.6$), $t(14) < 1$. Interestingly, unlike the 8-month-olds in Experiment 2, 20-month-olds did not appear to learn from the irregular-video condition. Note that 8-month-olds’ looking times were much longer to both kinds of test trials ($M = 11.1$ sec) than that of the 20-month-olds. This may indicate that the testing situation was more interesting to 8-month-olds than 20-month-olds. Sustained attention to the input facilitates statistical learning (e.g., Toro et al., 2005). The 20-month-olds in the current experiment may simply have failed to attend to the stimuli long enough to learn.
Regardless of infants’ performance in the other two conditions, the question that motivated this experiment was whether they are facilitated in learning from the regular-video stimuli. Infants in the regular-video condition looked at word test trials for 7.2 sec ($SE = 0.6$), and to part-word test trials for 8.5 sec ($SE = 0.7$). This difference was significant, $t(14) = 2.3, p < .05$. Only infants in the regular-video condition showed evidence of learning; no other group demonstrated the ability to distinguish between words and part-words. A series of planned 2 x 2 ANOVAs comparing looking times across conditions assessed this more rigorously. In none of the ANOVAs was there a significant main effect of condition, nor of test trial (all $Fs < 1$). Similarly, there was no interaction between condition and test trial when comparing participants in the no-video condition to participants in the irregular-video condition ($F < 1$).

Most importantly, though, there were significant interactions between condition and looking time when comparing participants in the regular-video condition to participants in both the no-video condition [$F(1, 28) = 3.2, p < .05$] and the irregular-video condition [$F(1, 28) = 3.4, p < .05$]. These interactions indicate that infants’ preference in the regular-video condition was significantly different from their lack of preference in either of the other two conditions. This confirms that 20-month-olds, like adults, performed significantly better in the regular-video condition than either of the other two conditions. For children at this age, complexity can facilitate learning by providing multiple learnable regularities in the input. This suggests an important developmental difference between 8- and 20-month-olds, with only 20-month-olds showing the ability to benefit from regular audio-video relations in a manner comparable to adults.

**General Discussion**

One of the reasons that language is such an effective communicative tool is that it allows speakers to express multiple pieces of information simultaneously. For example, a simple observation about the state of the world, such as “the Pirates won,” is coupled with affective information that indicates how the speaker feels about that state of affairs. This means that language is rich in possible relations for learners to discover, both between aspects of the speech signal (such as words and pitch), and between speech and meaning. Indeed, infants are able to detect many of these possible relations (e.g., Fisher, Klinger, & Song, 2006; Saffran et al., 1996; Smith & Yu, 2008; Thiessen & Saffran, 2007). However, the need for constraints is necessary for learners presented with rich input, especially input in which multiple relations are present simultaneously.

The current results indicate that at least one of those constraints is a developmental constraint. The ability to integrate simultaneous audio and visual information in a statistical learning task develops during the first two years of life. Whereas adults benefit from the presence of regular word-object associations, 8-month-old infants do not. Critically, 20-month-olds, like adults, benefit from the regular relations between words and visual objects available in these stimuli. One possibility for this developmental difference relates to older children’s vastly greater experience with word-object correspondences in language. Ongoing work with non-linguistic stimuli will assess this possibility. Though the current data do not differentiate between domain-specific maturational accounts (e.g., Waxman & Booth, 2000) and accounts that implicate more general processes, both kinds of accounts share an important commonality. On either account, young infants are not learning as much as adults are when presented with stimuli in which words and objects co-occur. This may actually be beneficial for young learners. By preferentially detecting only some of the available relations in the stimuli, infant learners may avoid a combinatorial explosion (e.g., Newport, 1990).

**References**


Sell, A., & Kaschak, M.P. (under review). Does speech reading affect word segmentation?


